Real-time Ventilation Detection for Feedback and
Guidance During Newborn Resuscitation

@yvind Meinich-Bache!:?*
Solveig Haukas Haaland?
Siren Irene Rettedal®®

Hannah Haland!
@ystein Gomo?  Thomas Haukland?
Sara Brunner?  Esto Mduma?®

Anita Yeconia®  Rafal Paprocki?

Hege Ersdal®”®

L Dep. of Electrical Engineering and Computer Science, University of Stavanger, Norway
2 Strategic Research, Laerdal Medical, Stavanger, Norway
3 Haydom Lutheran Hospital, Tanzania
4 Stavanger University Hospital, Norway
SFaculty of Health Sciences, University of Stavanger, Norway.

Abstract—For a healthcare provider treating a non-breathing
newborn baby, timely ventilation of the lungs is the most critical
action to save the newborn’s life. However, the guidelines for
newborn resuscitation are challenging to follow and a real-time
feedback and guidance system may contribute to more optimal
treatment. In this study we utilized deep neural networks for
detecting ventilation in the audio signal extracted from video
recordings of 25 newborn resuscitation episodes. The proposed
ventilation detection system utilizes Log Mel Spectrograms for
feature generation, audio augmentation for dataset expansion,
and 2D Convolutional Neural Networks (CNNs) for ventilation
classification. For the task of image classification, we compared
two different pretrained backbones suited for real-time inference
and a custom-built efficient CNN, called VD-CNN. We found
that using MobilenNetV3Large as the feature extractor yielded
the best results, achieving a Fl-score of 97.21%. Our efficient
VD-CNN, with a parameter count one fifth that of Mobilen-
NetV3Large, still achieved a robust Fl-score of 95.37%. To
demonstrate that the proposed system can perform ventilation
detection and provide immediate feedback during newborn
resuscitation in real-time, we integrated the ventilation detection
system into a newborn resuscitation station called Liveborn
Station.

Index Terms—Sound Event Detection, Mel Frequency Spec-
trograms, Convolutional Neural Network, Artificial Intelligence

I. INTRODUCTION

Most newborns are capable of breathing on their own
after birth. However, depending on settings, 3.5-10 % of the
newborns require ventilation assistance to start breathing [1]-
[3]. According to the World Health Organization (WHO), the
majority of neonatal deaths (75%) occur during the first week
of life, and about 1 million newborns die within the first 24
hours after birth [4]. According to UNICEF, global neonatal
mortality rate was 18 deaths per 1000 livebirths in 2021.
This statistic is skewed towards the regions of sub-Saharan
Africa and South Asia, where the neonatal mortality rates
were 27 and 23 deaths per 1000 livebirths respectively, in
2021 [5]. Treatment outcomes greatly improve if ventilation
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is delivered within 60 seconds from time of birth [6]. This
window of opportunity is referred to as the “Golden Minute”.
While the Golden Minute has gained international recognition,
further research is required to enhance our understanding of
implications of starting ventilation early and refine treatment
strategies. To that end, the ability to detect ongoing ventilation
and generate treatment timelines can be useful for both under-
standing and optimizing treatment. The provision of real-time
feedback and guidance to healthcare providers may result in
improved quality of treatment of newborns.

Sound event detection (SED) has many applications in daily
life, such as environmental monitoring [7], surveillance and
security [8], human-computer interactions [9], healthcare [10],
and industrial monitoring [11]. SED can be used for activity
recognition, such as door event detection [12], the detection
of chewing [13], and acoustic anomalies detection [14]. In
the specific case of activity recognition during newborn re-
suscitation, others have used videos for activity recognition
[15], [16]. To the best of our knowledge, our work is the first
attempt at using SED for activity recognition during newborn
resuscitation.

Laerdal Medical has developed a newborn resuscitation
station, Liveborn Station (Figure 2), tailored for deployment in
low-resource settings, supporting healthcare providers in the
task of newborn resuscitation. Currently this station gathers
synchronized signal data such as video, audio, and newborn
heart rate. The data obtained is used for algorithm development
to facilitate real-time guidance and feedback during resuscita-
tion, and retrospective analysis of resuscitation events.

A study, [17], was performed to assess the usability, feasibil-
ity, and acceptability of the resuscitation station. The findings
suggest that there is a desire among healthcare providers to
seek for real-time guidance during resuscitation, and that this
guidance would result in improved newborn care.

The objective of this study is to demonstrate that real-time
detection and feedback on bag-mask ventilation is feasible.
This will be demonstrated by using sound event detection
to detect ventilation during newborn resuscitation. The sys-
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Fig. 1. Overview of the ventilation detection system. Top part is the training stage, bottom part the testing stage, and right part the deployment stage where
the system is deployed to do real-time analysis during simulated newborn resuscitation episodes. When ongoing ventilation is detected the Bag Valve Mask

(BMV) symbol is shown on the Liveborn Station Computer display.

tem can further be used together with newborn resuscitation
guidelines to provide real-time feedback and guidance to the
healthcare providers performing the resuscitation.

II. BACKGROUND

The Liveborn Station (see Figure 2) is a newborn resus-
citation station developed by Laerdal Medical, Norway. The
station consists of an infant warmer equipped with sensors for
capturing video, audio, ECG, and acceleration signals. The
ECG and acceleration signals are captured using a wireless
device called NeoBeat' attached around the newborn’s chest.
Additionally, the Liveborn Station features a tablet computer
with display for signal analysis and feedback to the healthcare
providers. Elapsed time since birth is currently the only
feedback shown on the computer display. Real-time guidance
is expected to be included once algorithms are developed and
validated.

There are two apps connected to the current system -
Liveborn Station App and Liveborn Observation App. The
Liveborn Station App runs on the tablet computer mounted
onto the infant warmer, called Liveborn Station Computer. The
Liveborn Station App records the video of the newborn being
resuscitated, the ventilation sound from the Bag Valve Mask
(BVM) device, and shall in the future give real-time feedback
to the healthcare provider.

The Liveborn Observation App runs on a handheld tablet
computer operated by an observer. This app can be seen in
the bottom left of Figure 1. The purpose of the Liveborn
Observation App is to document the treatment carried out by
the healthcare providers. When the baby is born, an observer
marks this event by pressing an on-screen button in the
Liveborn Observation App. This records the time of birth and
presents the observer with more buttons to press to record the
activities performed if resuscitation is needed, and a possibility
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Fig. 2. The Liveborn Station for data collection and real-time guidance and
feedback during newborn resuscitation. A tube connected to the PEEP valve
of the Bag Valve Mask leads the sound directly to the microphone of the
Liveborn Station Computer. A ventilation generates a sequence of sub sounds
from the squeezing and release of the bag, and the expired air going through
the PEEP valve.

to activate the Liveborn Station App for video and audio
recording and feedback. After the resuscitation is over, the
apps upload collected data to Laerdal’s Liveborn Web cloud
solution, making it available to data owners for review and
data analysis. Our main objective with the Liveborn Station



is to replace the manual button pressing by the observer, with
automatic activity recognition from the recorded signals. This
would allow us to automatically generate activity timelines and
to provide real-time guidance and feedback to the healthcare
workers during resuscitation, without the need of a dedicated
observer.

During resuscitation, ventilation is performed with BVM
(see Figure 2). A plastic tube connects the outlet of the Positive
End-Expiratory Pressure valve (PEEP valve) on the BVM to
the microphone of the tablet computer. The tube’s purpose is
to lead sound waves from the PEEP valve to the microphone,
while partially blocking external noise. The tube was setup for
data collection only and does not have a purpose for patient
treatment. When the BVM is compressed, an inspiratory lip
valve opens, and air is directed through the mask to the
newborn. When the BVM is released, the inspiratory lip valve
closes, and expired air is forced to the PEEP valve. When
the PEEP pressure is exceeded, the valve opens to release the
exhaled air. The opening and closing of the PEEP valve result
in clicking sounds during the inspiration and expiration phases.

If the BVM is used correctly and there is adequate seal
between the mask and the newborn’s face, and no obstructions
in the airways of the newborn, the sound sequence that com-
prises a successful ventilation is ClickIn-ClickOut-BreathOut,
corresponding to the compression of the BVM, the release
of the BVM and the exhalation of air. By actively listening
for ventilation sound sequences, ventilation attempts can be
detected, and a timeline of ventilation attempts can be created.
There are several factors influencing the ventilation sequence
sound. Preliminary studies have shown that leakages or block-
ages create sound sequences and patterns that differ from
the ClickIn-ClickOut-BreathOut sequence which characterize
successful ventilation. This change in ventilation sound pattern
can be both missing sounds in the sequence and alteration of
the ventilation sound sub-parts. The quality of ventilation, i.e.,
successful or not successful (air entering the patient’s lungs or
not), can potentially be determined by further analyzing the
sequences in detail.

III. DATA MATERIAL

The data material used for this work consists of 25 video
recordings of newborn resuscitation episodes collected at
Haydom Lutheran Hospital in Tanzania as a part of the Safer
Births project?. The videos include audio signals recorded at
a sample rate of 8000 Hz. To create a dataset for training,
validation, and testing, we manually annotated the video events
of BVM being squeezed using the ELAN software®. Non-
Ventilation events were selected to maximize variety of sounds
in this class without being skewed toward any particular type
of sound, for example sounds generated by utensils clanging,
door slamming, speech, equipment beeping, and general low
level background noise were annotated as Non-Ventilation
events. Annotations for both Ventilation and Non-Ventilation
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sequences were marked as short events, indicating the occur-
rence of a sequences within the episode. These annotations do
not include the duration of the BVM squeeze or noise. Their
purpose is solely to point to when the event occurred, enabling
us to extract a 1.5-second window around each event. The
videos were used to help identify the correct timestamps for
annotations but only audio signals were used to train, validate,
and test the ventilation detection system.

IV. METHODS

The proposed system for real-time ventilation detection and
feedback can be seen in Figure 1.

A. Generating training data

The annotated events were extracted to create data examples
of 1.5 seconds duration. For Ventilation events, the audio
signal was extracted such that the start of the BVM squeezed
event was placed at 0.375 seconds (i.e., i way) into the gen-
erated sound part to ensure that the full ventilation sequence
of sub-sounds was captured in each generated data example.
For Non-Ventilation events, the start of the short, annotated

event was placed half way into the generated sound part.

B. Data augmentation and data balancing

The number of individual ventilations per resuscitation
episode varied from 18 to 409, with a median of 112 ven-
tilation events per episode. To ensure effective augmentation
techniques and prevent over-fitting to episodes with a high
number of ventilations, we augmented and balanced the data
in the training set. This resulted in 400 data examples of
ventilations and 400 examples of Non-ventilations per episode.

Augmentation is performed by audio mixing with real
noise and time shifting. For Ventilation data, two randomly
chosen real noise samples from the set of Non-Ventilation
data were selected and mixed with the Ventilation data. The
noise samples were transformed by random polarity inversion
and time shifting prior to mixing with Ventilation data. The
resulting mixed signal is then randomly time-shifted within
the 1.5 seconds window. For Non-Ventilation data, the same
process is applied, except that the Non-Ventilation data is
mixed with a single randomly chosen noise sample instead
of two. Algorithms 1 and 2 show the pseudocode for the data
augmentation and balancing process.

Algorithm 1 The data augmentation and balancing process

1: Input: N © Desired number of data examples per video
2: Input: collectionOfVideos 1> Collection of videos in the
training set
for all video in collectionOfVideos do
AUGMENTDATA(video.Vent, N,” Vent”)
> Augment Ventilation data
AUGMENTDATA (video.NonVent, N,” NonVent”)
> Augment NonVentilation data
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end for




Algorithm 2 Description of the procedure AugmentData from
Algorithm 1 - data augmentation and balancing process.
1: procedure AUGMENTDATA(data, N, type)
2: current Amount <— LENGTH(data)
if currentAmount < N then
n < N — current Amount
for i <~ 1 ton do
numNoise < 2 if type = " Vent”
else 1
augData < audioMix(data, numN oise)
append augData to data
10: end for
11: end if
12: end procedure
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C. Mel-Frequency Spectrograms

A Mel-frequency spectrogram is a 2-dimensional visual
representation of an audio signal, capturing both temporal
and spectral information. It is commonly used as input in
deep learning algorithms for sound event detection [18], [19].
Unlike linear frequency bands, the Mel scale aims to mimic
the non-linear perception of sound by the human ear. The
following steps are involved in generating a Mel-frequency
spectrogram:

1) Perform Short-Time Fourier Transform (STFT) of the
signal

2) Map the powers of the resulting spectrum to the Mel
scale

3) Take the logarithm of the powers of each Mel frequen-
cies

4) Apply Discrete Cosine Transform of the list of logarith-
mic Mel powers.

5) The amplitude of the coefficients forms the resulting
spectrogram

In this work, the audio waves are converted to Mel spectro-
gram images that are input to Convolutional Neural Networks
(CNNp).

D. Custom-built VD-CNN for ventilation detection

VD-CNN is a small custom built 2D convolutional network
designed for binary audio classification. The model uses a
custom spectrogram input layer which takes an audio input
and converts it to mel spectrogram using the kapre* library.
The output spectrogram is resized to 224 x 224 and converted
to RGB. Six layers of 2D convolution, max pooling and
batch normalization follows. The number of filters in the
convolutional layers are 32,64,64,128,128 and the kernels
uses are squared with sizes 7,5, 3,3, 3,3, respectively. The
output is then flattened and passed through two fully connected
layers of size 128, with dropout rate of 0.3 for both layers. This
output is then passed to a single node with sigmoid activation
for inferencing. All internal layers use ReLU activation. The
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model has a total of 613,889 parameters, of which 610,497
are trainable and 3,392 are non-trainable.

E. Pre-trained CNN architectures

MobileNetV3 [20] Large and Small versions were used
to benchmark performance of our custom model. The Large
model has a total of 2,997,313 parameters, and the Small
model contains 939, 697 parameters. The models were loaded
with pre-trained ImageNet weights. A custom kapre input
layer was utilized to convert the audio wave input into a mel
spectrogram image which is necessary as input for the models.

FE. Real-time Demo on Liveborn Station

The ventilation detection system was integrated into the
Liveborn Station Computer to facilitate real-time analysis and
display immediate feedback. During the inference phase, the
model operates on sliding, overlapping windows derived from
the raw audio stream. The model takes steps of 0.75 seconds
along the audio wave and makes predictions on 1.5 seconds
windows of audio segments. When ventilation is detected the
BVM symbol is shown on the tablet display, as illustrated in
Figure 1.

To streamline the system development process, the model
itself is served on Databricks® rather than being directly em-
bedded within the Liveborn Station Computer. The Liveborn
Station App sends short audio clips to the served model for
processing and decision making.

V. EXPERIMENTS

A. Dataset

The dataset of 25 newborn resuscitation episodes was di-
vided into training, validation, and test datasets. To ensure
that each split represented the variations in ventilation sounds,
we split the dataset by individual episodes, ensuring that all
ventilation sequences from a specific episode were included
exclusively in either the training, validation, or test set.

To achieve a balanced representation of the ventilation
samples in each dataset split, we allocated 7 episodes each
to both the validation and test sets, while the remaining 11
episodes were assigned to the training set. Additionally, we
randomly selected episodes based on the number of ventilation
samples in each episode, aiming for an approximate 50/25/25
split in the number of ventilation samples across the generated
datasets, training, validation, and test sets. To balance the
classes, i.e., Ventilation and Non-Ventilation, we also added
some extra noise samples to the datasets. These noise samples
were generated by doing recordings on the Station where we
performed loud noises that could occur, such as when the
BVM is being prepared for ventilation, moved around, and
bumped into things. The size of the datasets can be seen in
Table L.

Shttps://www.databricks.com/



Train e
Original | Augm. & Bal. Validation | Test
Ventilation 1958 4400 917 1020
Non-Ventilation 1918 4400 959 1031
Total 3876 8800 1876 2051
TABLE I

NUMBER OF DATA SAMPLES IN TRAIN, VALIDATION AND TEST DATASETS.
THE SIZE FOR TRAINING DATA IS SHOWN FOR BOTH ORIGINAL DATASET,
AND AUGMENTED AND BALANCED DATASET.

B. Ex 1. Establishing baseline - pre-trained model

The MobileNetV3Large model described in Section IV-E
was trained to perform binary classification of Ventilation
vs Non-ventilation. The best results were achieved when the
model training occurred in 3 stages: Stage 1) All layers in
base model frozen, so only our classification head remained,
Stage 2) Layers from 100 upwards were unfrozen, and Stage 3)
All layers in the model unfrozen. Adadelta [21] optimizer was
used with initial learning rate set to 0.01, 0.001, and 0.0005 for
the three stages respectively. The number of epochs for each
stage was 2, 4, and 32 respectively (ended by early stopping
after 21 epochs of stage 3). Binary Cross-Entropy (BCE) was
the selected loss function, defined as:

BCE = —(ylog(p) + (1 — y)log(1 — p)) (D

where log equals the natural log, y the binary indicator (0 or
1) for the classes, and p the predicted probability.

C. Ex 2. Data augmentation and data balancing

To evaluate the effect of data augmentation and data bal-
ancing described in Section IV-B, we compared the baseline
MobileNetV3Large model trained on the original dataset and
trained on the augmented and balanced dataset. The training
occurred as described in Ex.1, Section V-B

D. Ex 3. Compare VD-CNN to baseline

To evaluate if we could achieve similar, or better results
using our customized VD-CNN architecture trained from
skratch, we compared VD-CNN to both MobileNetV3 Small
and Large. Both MobileNetV3 versions were trained with the
procedure described in Section V-B. For the VD-CNN we used
Adam optimizer, learning rate of 0.0001, batch size of 32, and
trained for 13 epochs (ended by early stopping). BCE (Eq.1)
was the selected loss function.

E. Evaluation Metrics

To evaluate the results, we used the metrics Precision,
Recall, F1 score, defined as in Equation 1-3, respectively:

TP
TP+ FP’

Recall = L 2)

Precision =
recision TP L FN’

2TP

Fl= — —~
2TP+FP+ FN’

3)

where TP is the number of true positives, TN the number of
true negatives, FP the number of false positives and FN the
number of false negatives.

VI. RESULTS

The results of Ex.1, which utilized the MobileNetV3Large
model as a baseline for further comparison, are presented in
Table II. This table also highlights the achieved accuracy using
data augmentation and balancing techniques in Ex.2.

MobileNetV3Large
Original dataset | Augmented and Balanced
Precision (%) 94.80 95.29
Recall (%) 98.33 99.22
F1 (%) 96.54 97.21
TABLE II

RESULTS FOR EX 1. PRE-TRAINED BASELINE MODEL, AND EX 2. DATA
AUGMENTATION AND BALANCING. THE TRAINED MODELS WERE
EVALUATED ON THE Test DATASET IN TABLE 1.

Table III displays the results of Ex.3, where we compare
the baseline with smaller and more efficient CNNs, including
our VD-CNN model that was trained from scratch.

MobileNetV3 | MobileNetV3 | VD-CNN
Large Small (ours)
Precision (%) 95.29 88.29 92.85
Recall (%) 99.22 99.12 98.04
F1 (%) 97.21 93.39 95.37
[ Num. of Parameters | 2997313 [ 939 697 [ 613889 |
TABLE III

RESULTS FOR EX 3. COMPARE THE VD-CNN MODEL TO PRE-TRAINED
BASELINE MODELS. THE TRAINED MODELS WERE EVALUATED ON THE
Test DATASET IN TABLE 1.

VII. DISCUSSION

We achieved excellent results in detecting ongoing ventila-
tion, with the pre-trained MobileNetv3Large model achieving
a F1 score of 97.21% and our simple and efficient VD-
CNN model achieving a score of 95.37%. The advantage of
using VD-CNN is its lower computational demand compared
to MobileNetv3Large, allowing for integration into the Live-
born Station Computer without overwhelming computational
resources. This could facilitate parallel execution of additional
tasks, such as the recognition of various resuscitation activities
from different signal sources.

The demo implementation of the ventilation detection sys-
tem in the Liveborn Station Computer performed as ex-
pected during real-time analysis and feedback. The VD-
CNN produced a few more false positives compared to Mo-
bileNetv3Large when the BVM was moved and bounced into
things without squeezing it, creating loud noise in the tube
connecting the BVM to the microphone. This demonstration
of real-time feedback for ongoing ventilation is our first step
in demonstrating automatic activity recognition and real-time
feedback during newborn resuscitations.

The recognition of ongoing ventilation is essential for
delivering real-time feedback and guidance during newborn
resuscitation. Our plan is to integrate the ventilation detection
functionality with a user feedback and guidance system and
make it accessible for user testing and further research. An



example prompt to the user may be “one minute has passed,
start ventilation if newborn is not breathing.”

Furthermore, the proposed ventilation detection system can
also be used to generate timelines that assist in comprehending
these episodes and optimizing local quality improvement and
training initiatives.

The ventilation sequence signals showed substantial varia-
tion in sound and pattern, suggesting the need for further sub-
classification to correlate with the effectiveness of performed
ventilations. While achieving accurate differentiation between
ventilation sounds is important, it is equally crucial to compre-
hend the meaning and significance of these distinct sounds. To
facilitate this understanding, we intend to measure ventilation
quality during newborn resuscitation using a dedicated external
device that can provide accurate measurements of airflow to
and from the lungs and compare the quality measurements
with the recorded audio signals. By gaining a comprehensive
understanding of the underlying causes behind the variations
in ventilation sounds, we can further annotate each ventilation
with specific sub-classes and train the model to distinguish
successful ventilations from unsuccessful ones. In the future,
our focus will also be on enhancing the audio signal quality of
captured ventilation sounds, to make it easier for the models
to learn the different patterns of the ventilation sounds.

The Liveborn Station is currently collecting data from differ-
ent sites in DR Congo, Tanzania and Nepal. The inclusion of
data from these diverse sites will enhance the development of
a robust system that has been trained on varied data variations.
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X. CONCLUSION

This work demonstrates the utilization of deep neural
networks to accurately detect ventilation in sound signals
recorded during newborn resuscitations. Our efficient VD-
CNN model for ventilation detection provided a Fl-score of
95.37%, close to the results achieved by using the pre-trained
MobileNetV3Large model, Fl-score of 97.21%. The study
also demonstrates that real-time analysis and feedback through
a tablet computer is feasible.
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